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Figure 1: CHOIR’s workflow across different communication channels

Abstract
University research labs often rely on chat-based platforms for
communication and project management, where valuable knowl-
edge surfaces but is easily lost in message streams. Documentation
can preserve knowledge, but it requires ongoing maintenance and
is challenging to navigate. Drawing on formative interviews that
revealed organizational memory challenges in labs, we designed
CHOIR, an LLM-based chatbot that supports organizational mem-
ory through four key functions: document-grounded Q&A, Q&A
sharing for follow-up discussion, knowledge extraction from con-
versations, and AI-assisted document updates. We deployed CHOIR
in four research labs for one month (n=21), where the lab mem-
bers asked 107 questions and lab directors updated documents 38

times in the organizational memory. Our findings reveal a privacy-
awareness tension: questions were asked privately, limiting direc-
tors’ visibility into documentation gaps. Students often avoided
contribution due to challenges in generalizing personal experiences
into universal documentation. We contribute design implications
for privacy-preserving awareness and supporting context-specific
knowledge documentation.

CCS Concepts
• Human-centered computing → Collaborative and social
computing systems and tools.
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1 Introduction
Modern university research labs increasingly rely on workplace
instant-messaging platforms such as Slack and Microsoft Teams to
facilitate communication and collaboration among lab members,
including those working remotely [61, 81]. Slack alone reported
over 1.2 million users across more than 3,000 higher education
institutions during the COVID-19 pandemic in 2020 [70]. These
platforms serve as channels through which lab members share
knowledge crucial and practical to their work—e.g., academic writ-
ing tips, internship opportunities, and travel grant information—on
an ongoing basis [9, 42, 81]. However, this knowledge is often lost.
Messages are stored chronologically and without semantic struc-
ture, making it difficult to retrieve relevant information once it is
buried in long conversation threads [60, 84, 85]. As a result, lab di-
rectors may receive the same questions repeatedly or give the same
advice repeatedly, e.g., correcting punctuation in latex. Students
are left to learn through trial and error [10].

Prior literature has suggested addressing this challenge through
sociotechnical interventions that establish an organizational mem-
ory, which documents and preserves knowledge accumulated by
an organization over time [4, 79]. Some research labs implement
such organizational knowledge systems using collaborative docu-
ments such as Google Docs [74] or group wikis [39, 78], often in the
form of lab handbooks or policy documents. However, maintaining
these resources requires substantial manual effort [41, 46, 52, 59].
In practice, only professors find it difficult to consistently main-
tain such documents [72, 74]—a finding also confirmed by our
formative study. As a result, much of the knowledge remains un-
documented, residing instead in the memory of professors and lab
members [29, 35]. Even when central documents exist, students
often struggle to read them entirely or locate the right information
when they need it [15, 82]. Consequently, they must turn to peers
or professors, making knowledge transfer inefficient.

To address this challenge, we present CHOIR (Chat-based Helper
for Organizational Intelligence Repository), a chatbot-based orga-
nizational memory management system embedded in Slack. The
goal of CHOIR is to give students access to organizational mem-
ory within their communication platform, i.e., Slack, and to allow
professors to maintain documents within the platform, leveraging
communication that they have in the platform to retrieve, extract,
and preserve knowledge. To accomplish this, CHOIR integrates four
interconnected interactions: Document-grounded Q&A, which
retrieves knowledge with relevant references from a collection of
documents when a user asks a question; Q&A Sharing for Follow-
up Discussion, which allows users to share Q&A with peers to
address unanswered questions or extend discussions; Knowledge
Extraction from Conversation, which captures new knowledge
that naturally emerges from Slack messages; and AI-assisted Doc-
ument Update, which facilitates document maintenance by help-
ing managers locate relevant documents and suggest edits. In this
way, CHOIR establishes an organizational memory practice that
leverages lab members’ communication in Slack to retrieve and
sustain knowledge, reducing lab directors’ burden of continuously
updating documents while providing members with immediate and
convenient access to organizational memory. While this approach

can be potentially applicable to many different types of organi-
zations, such as an online community and a company, we chose
research labs as our target environment because they constantly
experience member turnover, rely on regular communication, and
maintain various types of documentation that require collaborative
updates [77].

To examine both current challenges of organizational memory
for university research labs and the opportunities of a chatbot-
driven organizational memory, we aim to answer the following two
questions:

• RQ1: What are the current challenges of managing and utiliz-
ing organizational memory in research labs?

• RQ2: How do lab members engage with and experience a
chatbot-driven organizational memory for managing and uti-
lizing organizational memory in their online communication?

We followed a three-stage approach: (1) a formative study with
faculty and graduate students (N=15) to understand their orga-
nizational memory practice, if any, challenges in transfering and
retreiving knowledge amont lab members; (2) the design and imple-
mentation of CHOIR guided by these findings; and (3) a one-month
field deployment (N=21) across four university research labs, pre-
ceded by document collection and structured onboarding. Based on
our interaction trace analysis and follow-up interviews after the
field study, we confirm that CHOIR effectively helped students ob-
tain answers available in the documents. In addition, it encouraged
professors with no prior experience in maintaining organizational
memory to document new knowledge that students wanted to
learn or needed to know when questions were shared publicly.
However, students faced psychological barriers to sharing their
questions—either from concerns about bothering their peers and
professors, or from reluctance due to how others might perceive
them for not knowing the answers to seemingly basic questions.
Similar barriers was noted for answering other people’s questions.
Based on the findings, we discuss the social and technical aspects
of how organizational memory can be effectively integrated into
chat communication platforms for collective contributions, while
taking into account students’ hesitation and fear of updating orga-
nizational memory documents.

The research contributions of this paper include:
(1) An empirical investigation of the challenges surrounding orga-

nizational memory practices in university research labs.
(2) A socio-technical workflow that integrates conversational Q&A,

knowledge sharing, and AI-assisted documentation to support
organizational memory.

(3) Empirical evidence demonstrating the effectiveness of a chat-
based organizational memory system, along with insights from
a month-long deployment that reveal real-world challenges
and design implications.

2 Related Work
In this section, we explore prior research on organizational mem-
ory and knowledge management systems, examining how digital
platforms have evolved to support knowledge preservation and
sharing. We then investigate approaches to transforming conversa-
tional data into organizational knowledge, and finally review the
emerging role of chatbots and large language models (LLMs) in
facilitating knowledge work.
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2.1 From Repository Models to Distributed
Organizational Memory

Organizational memory (OM), defined as stored information from
an organization’s history that can be brought to bear on present de-
cisions [79], has been a central concern in knowledge management
research. Early approaches assumed that organizational knowledge
could be systematically captured, stored, and retrieved through
repository-based systems. Initial groupware systems attempted
to implement this vision by extracting knowledge from individu-
als and storing it in centralized databases. However, deployments
revealed fundamental social and organizational barriers that over-
shadowed technical challenges. Research identified that knowledge
sharing requires addressing incentive structures [59, 72], organiza-
tional power dynamics [38], and the scattered nature of informal
knowledge that often remains undocumented [24]. Competitive
organizational cultures frequently inhibited knowledge sharing, as
employees treated expertise as personal assets.

Meanwhile, a different approach emerged with Ackerman’s An-
swer Garden series, which explored hybrid human-system methods.
Answer Garden [5] allowed users to navigate branching questions
and automatically routed unanswered queries to experts, who could
then contribute responses to the knowledge base. Answer Garden
2 [6] introduced cascading routing from peers to specialists to
experts. However, field studies revealed persistent challenges [1]:
mismatched expectations between experts and users regarding an-
swer detail, user reluctance to burden experts, and, in industrial
deployments, conflicts between organizational silos and departmen-
tal politics [62]. These findings led to reconceptualizing OM as a
distributed cognitive system rather than a centralized repository.
Ackerman [3] demonstrated through ethnographic research that
OM encompasses individual memory, peer knowledge, documents,
and customer interactions in interconnected forms. Knowledge
crossing organizational boundaries transforms into boundary ob-
jects [71], requiring recontextualization for effective use [4].

With the advancement of web technologies, wiki systems demon-
strated this potential through collaborative editing [78], but orga-
nizational deployments encountered familiar social barriers. Da-
nis [26] deployed ResearchWiki in a research organization but
found limited participation due to competitive culture and modi-
fication anxiety. Subsequent research identified systemic barriers:
additional effort requirements, information sensitivity concerns,
discomfort with unfinished work publication, and openness anxi-
ety [41]. The collaborative editing model effective in public contexts
created stress in organizational environments where authorship
and accountability mattered [39]. Alternative platforms like Google
Docs achieved better adoption through simplified user experiences
that naturally facilitated role differentiation without wiki com-
plexity [74], with supporting technologies focusing on transparent
collaboration history to navigate social complexities [80].

2.2 Leveraging Conversational Platforms for
Knowledge Management

Researchers have increasingly recognized conversations as valuable
sources of organizational knowledge, particularly for capturing tacit
knowledge that resists formalization [64]. The challenge is trans-
forming conversational knowledge into explicit, reusable forms

while preserving contextual richness [58]. Early digital communica-
tion platforms revealed this potential, with email evolving beyond
simple messaging to serve multiple organizational functions, in-
cluding task management, document archiving, and conversation
tracking, though leading to information overload [83]. Instant mes-
saging further demonstrated how informal channels could become
knowledge repositories for relationship maintenance and work
coordination [40, 42, 56].

As diverse platforms began supporting interpersonal conversa-
tions, researchers discovered that various platforms were serving
knowledge management roles. Platform diversification revealed
knowledge management opportunities in tools not originally de-
signed for that purpose. Software issue trackers evolved into OM
and coordination systems [14], while corporate social networking
enabled help requests and work coordination through informal
interactions [30]. Research showed these platforms improved em-
ployees’ metaknowledge awareness through social mediation [51,
54, 57]. Team communication platforms like Slack provided unprece-
dented conversation visibility and multi-threaded collaboration [9],
but also introduced information overload and conversational in-
efficiencies from simultaneous topic progression [60]. In research
environments, Slack served as both a knowledge-sharing hub and
a culture formation space [61], with conversational data proving
valuable for tasks like API recommendations from developer dis-
cussions [20].

Despite these discoveries, converting conversations into per-
sistent knowledge required addressing the challenge of preserv-
ing natural communication flow while enabling knowledge ex-
traction. Early approaches focused on visualization and threading
for improved retrieval [27, 31, 43], but required manual naviga-
tion. More sophisticated systems automated knowledge extraction
through annotation [7, 33] and collaborative summarization [85].
Chat-based knowledge management systems achieved greater so-
phistication with Tilda, which automatically summarizes tagged
conversations [84], and tools combining topic learning with per-
sonalized summaries [76]. QWiki demonstrated that Q&A and doc-
umentation approaches could be mutually reinforcing in MOOC
environments [68]. This trajectory confirms Ackerman’s [2] predic-
tion that OM should move toward communication-centric, people-
oriented approaches, while raising questions about scalability and
sustainability.

2.3 AI-Powered Knowledge Management: From
Chatbots to LLMs

These scalability and sustainability challenges led to the emergence
of AI-powered approaches to address the limitations of manual
conversational knowledge extraction. As demonstrated by early
systems like Collabot [76] and Tilda [84], many of these solutions
took the form of task-based chatbots [8]. These systems provided
basic topic extraction and unidirectional summarization capabilities.
Chatbots evolved from passive observers to active conversation
participants, taking specialized roles as archivists, social organizers,
and moderators [44, 45, 67]. Research showed users felt more com-
fortable sharing knowledge with chatbots than humans, reducing
social barriers [50].
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With the advancement of chatbot technologies, LLMs enabled
sophisticated conversational knowledge processing beyond basic
pattern recognition. LLMs demonstrated superior performance in
email and meeting summarization [86, 88] and enabled interac-
tive refinement where users could update AI-generated summaries
for improved performance [12]. Retrieval-Augmented Generation
(RAG) addressed the challenge of grounding conversational AI in
organizational knowledge bases [53], with RAG systems searching
existing documents and incorporating relevant information into
responses, improving accuracy and reducing hallucination [36]. Be-
yond retrieval and summarization, LLMs enable dynamic document
updating based on conversational knowledge [48] and facilitate
complex group interactions [21].

2.4 Summary and Connection to CHOIR
This review reveals consistent evolution in OM systems: from
repository models to distributed cognitive systems, from formal
documentation to conversational capture, and from manual cu-
ration to AI-assisted transformation. However, persistent chal-
lenges have remained consistent across decades—incentive mis-
alignment, expert burden, participation barriers, and information
overload—indicating that technical advances alone are insufficient.
CHOIR addresses this gap by synthesizing three research streams:
embedding OM in existing social systems, leveraging existing con-
versational interactions, and exploiting LLMs’ capabilities. By op-
erating within Slack where research teams already communicate,
CHOIR avoids traditional adoption barriers while implementing
document-grounded Q&A, conversational knowledge extraction,
and AI-assisted documentation workflows. The system design in-
corporates lessons from prior research: mutually reinforcing Q&A
and documentation cycles, integration with existing communica-
tion flows, and AI assistance that reduces rather than increases
user burden. CHOIR thus represents both technological synthe-
sis and an approach to addressing the persistent social challenges
that have limited OM system adoption in collaborative research
environments.

3 Formative Study
To address RQ1, i.e., understanding challenges of organizational
memory in research labs, we conducted a formative study with
university research lab members, both professors and students.

3.1 Method
We focused on recruiting professors and university students to
understand the needs and challenges of organizational memory.
We recruited participants through a screening survey distributed
to faculty and graduate students at research-oriented universities.
We advertised the study on the author’s social media to recruit
professors in other research-oriented universities. We recruited
professors who directed research labs with more than 4 Ph.D. stu-
dents and had experience or interest in maintaining organizational
memory for their research lab. We adapted the eligibility criteria
for recruiting students accordingly. From the survey responses,
we contacted and recruited 14 participants: 11 faculty members
(P1-P11) and 4 graduate students (S1-S4) representing various aca-
demic disciplines, primarily from Computer Science 7) but also

from other disciplines: Industrial Engineering (2), Information Sci-
ence (1), and Human Development and Family Science (1). Faculty
participants had been running their research labs for an average
of 6.4 years (SD = 3.78, range: 4-13 years) and supervised an aver-
age of 5 Ph.D. students (SD = 1.67, range: 2-7 students). We also
recruited 4 graduate students from 4 different disciplines. Some
of the participants had a well-established organizational memory
practice, whereas others relied on more informal organizational
methods. This study was approved by the internal review board of
the author’s university([IRB-XXXXX]).

We conducted semi-structured interviews lasting 45-60 minutes
with each participant via Zoom. All interviews were audio-recorded
with the participants’ consent. The interview protocol explored
the challenges that they face in addressing knowledge transfer
and maintaining organizational memory, if any. We also presented
early mock-up of CHOIR to elicit participants’ reactions to possible
features, rather than a fully implemented system. Participants were
compensated with $50 for faculty members and $20 for graduate
students upon completion.

Each interview was audio-recorded, and the first two authors
transcribed the interview recordings, manually correcting the out-
put of a transcription engine (Sonix AI1). After familiarization with
the data, the second author performed a thematic analysis [23], and
initially generated 214 codes. The three authors conducted axial
coding by revising, merging, and deleting codes and identifying
emergent themes.

3.2 Result
Overall, both professors and students quickly recognized the ben-
efits of documenting an organizational memory to help students
access information. According to the professors interviewed, they
often have to repeatedly address the same set of questions. These
questions not only include administrative procedures like travel
reimbursements or the Ph.D. qualification process but also involve
insights or organizational memory gained over time, such as writ-
ing tips, information about equipment, research internships, and
student expectations.

�‘We have all kinds of gadgets, devices, and equipment. We
have many robots, driving simulators, laptops, and eye track-
ers. And so they ask the same questions again and again.�
(P6)
�Even if the questions are slightly di�erent, I think the an-
swers could be the same. [...] And so I sort of �nd myself
having to repeat a lot of these things� (P11)

When professors lack formal documentation, they often rely on
senior students to address recurring questions and facilitate knowl-
edge transfer. However, they reported that, as senior students typi-
cally graduate after completing their degree, ensuring continuity
in knowledge transfer becomes a separate challenge if not docu-
mented.

Of the 11 professors we interviewed, 7 maintained or had a
document or a collection of documents that allowed students to
find answers independently. The level of detail in these documents
also varied considerably, and most of them mentioned that they

1https://sonix.ai/
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were not comprehensive or up-to-date. Some labs provided a two-
page onboarding syllabus (P7), while others offered extensive and
comprehensive documentation spanning over 80 pages (P8)

They also recognized that all the advice or tips they give in per-
son is “ephemeral" and emphasized the benefits of documentation
due to its persistent nature, allowing reuse and future reference.
However, our participants reported that utilizing and maintaining
such documents was both challenging and concerning, which we
will outline below.

3.2.1 Challenges in Creating and Maintaining Lab Docu-
mentation. The primary challenge in documenting lab knowledge
was the time-intensive nature of the task. Many participants ad-
mitted they were too “busy” or “lazy” to create such documents.
In practice, documentation often takes a lower priority than more
pressing responsibilities, such as research and teaching.

�I think it’s nice to have. I mean, I’m just lazy, and I don’t
have the time and energy, and it’s just like, I’m not a type of
person who could do that, but I think it’s a nice resource to
have. � (P3)
�Documentation is usually one of those things that gets less
attention, that gets deprioritized. [...] I have, I think, made 1
or 2 attempts over the years, but they never got �eshed out
to the point where they would really be useful and worth
sharing.� (P9)

While participants were concerned about the sheer amount of con-
tent they had to generate, keeping the document up to date with
dynamic information was another significant challenge. As the doc-
ument grows, identifying what needs to be updated and locating
outdated information becomes increasingly difficult.

�I go back to it [the lab handbook] and I look at it, I’m like,
‘Oh, wow. That’s like no longer true.’ [...] The more content I
add, the more I have to maintain.� (P8)

These challenges are consistent with prior work on knowledge
management; studies have shown the high cost of creating and
maintaining knowledge artifacts [2, 59]. Researchers have noted
that documents tend to become outdated quickly, reducing their
usefulness over time [38, 52].

Based on these findings, we aim to design a system that facili-
tates the documentation of organizational memory. Our approach
leverages frequently used communication platforms, such as Slack
or Microsoft Teams, where lab directors or senior students answer
questions and share tips. We can effectively capture and preserve
various types of knowledge for documentation. The following de-
sign goals are derived from these findings.

Design Goal 1

DG1: Facilitate the process of documenting organizational
memory, leveraging the existing conversation among lab
members.

3.2.2 Need for E�ective Knowledge Retreival. Another sig-
nificant challenge raised by participants was the retrieval of knowl-
edge. Even professors who maintained centralized documentation
often struggled to ensure that students knew what information was
available, where they are, and how to access it.

�Sometimes they will email me and ask me where the link
is for the survey to report their hours [...] which for me is a
little frustrating because it’s linked in the syllabus for the
lab.� (P7)
�There is [sic] a lot of safety protocols that we need to go
through. So if they don’t pay too much attention during
those [onboarding] meetings, then usually they struggle later
on to �nd those resources or do things properly. � (S3)

For the undocumented knowledge, similar challenges persist, if
not worsen, as they often need to locate files, links, emails, or Slack
messages to share with students. While they actively used search
features, these tools were limited as information was scattered
across multiple locations.

�Sometimes I’m frustrated that I have to go dig [the infor-
mation] out and didn’t have it nicely organized in one spot.�
(P5)

Building on these findings, we propose designing a conversa-
tional agent that allows students to ask questions directly. The
chatbot will respond using information available in relevant doc-
uments. This chat-based assistance will delegate the information
search, greatly reducing the effort required to retrieve information.
Additionally, we design the system to guide students to the origi-
nal document and the specific section from which the answer was
sourced, encouraging them to read the source directly. Providing a
reference to the original document will help them understand the
context of the answer and become familiar with the document. We
summarize this approach in the following design goal.

Design Goal 2

DG2: Allow students to easily retrieve correct information
and find the relevant document on demand via conversa-
tional interaction

3.2.3 Importance of Interpersonal Communication. One no-
table finding from the formative study was that, although professors
recognized the value of an organizational memory document in
reducing the burden of answering questions, they still preferred
to communicate directly with students and respond to questions
for educational and mentoring purposes. In particular, when the
questions concerned core skills they aimed to develop, professors
expressed a strong desire to answer them directly, even if the ques-
tions were repetitive.

�I do worry sometimes that some things I do prefer to repeat
in person, even if it’s painful for me. You know, it takes
time, etc., right? Because there’s some weights carried with
delivering it there and saying the same spiel over and over
again. Sometimes it’s a good wake-up call for people to realize
it’s important.� (P11)

Furthermore, a few professors expressed concern that a chatbot
might reduce mentoring opportunities if it answered all questions,
thereby removing the need for students to communicate with their
advisors. One professor, P3, who opposed the idea of organizational
memory in general, explained why professors value direct com-
munication with students when we presented multiple scenarios
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where a student asked a chatbot a question “How many hours is a
student expected to work per week?"

�I actually don’t think I need it, and I actually think this can
be counterproductive, honestly. The reason being that, like
for this kind of question, I really see it as an opportunity
to have a conversation with a student personally because I
want to, I don’t think it’s the number of hours that matter,
but I really want to �gure out why the student is asking that
question.� (P3)

Similarly, some professors also felt that delegating questions to
senior students, even though “senior students will find it annoy-
ing (P1),” can provide valuable opportunities to build a sense of
community and offer senior students mentoring experience.

These findings resonate with prior research, which has shown
that organizational memory systems alone are insufficient with-
out the social and contextual practices that make knowledge use-
ful [4, 63]. Education research similarly highlights that repeated
questions, while seemingly inefficient, play a key role in mentor-
ing and learning by fostering trust, socio-emotional support, and
community building [47, 49, 66].

Having organizational memory and fostering interpersonal com-
munication in the lab are two seemingly conflicting goals, emphasiz-
ing efficiency and education, respectively. To address the professors’
concerns, we design the system to actively promote communication
between students and professors as well as among lab members.
We summarize this design goal as follows:

Design Goal 3

DG3: Facilitate interpersonal communication and integrate
the retrieval and update of organizational memory within
the context of communication.

3.2.4 Documentation as a Collective E�ort with Barriers.
Professors expressed that organizational memory should be a col-
lective effort, rather than the sole responsibility of lab directors.
This view was driven not only by the potential to reduce the effort
required to answer questions, but also by the recognition that some
students are better positioned to explain certain types of knowledge.
Such knowledge includes hands-on experiences that professors may
not be familiar with or processes that only students go through
(e.g., submitting documents for Ph.D. requirements).

�If it’s something like, how do I request reimbursement for
conference travel? You know, it’s not going to be more helpful
for me to explain that than if my senior student explains it,
so I might delegate something like that� (P9)

In addition, those who maintained some form of organizational
memory wanted to encourage collaborative editing by giving stu-
dents a certain level of write access, allowing them to contribute
by adding and updating content in the documents.

� You know you have the login, go and if there’s something
wrong, or if your internship was di�erent and you �nd a new
rule, it’s a Wiki that they can update to. [...] You’re part of
this lab. Go update the information if it’s out of date. I �nd
that to also be kind of a way to make them read it if they
feel like they own it as well.� (P11)

In both cases, they noted that students’ ownership of the document
could be beneficial, both in encouraging them to read it and in
fostering a sense of contribution or achievement. Still, professors
wanted to track all changes to ensure that edits made by students
were legitimate. Ultimately, professors wished to remain aware of
the changes and retain the final decision on whether to approve
them.

�I would probably give the students like suggest mode access
where they can annotate the document and add a comment
or add a suggested edit, and then I would be the one to actu-
ally approve it. It wouldn’t become live until I made those
approvals. And that way I could maintain the accuracy and
quality of the documents, and I could be aware of any changes
that are happening because I would have to approve them
�rst.� (P9)

Overall, professors viewed it positively when students developed
a sense of ownership and contributed to building organizational
memory collectively. Prior work has shown that granting edit-
ing privileges and fostering a sense of community ownership can
encourage sustained contributions and effective use of shared doc-
uments [34, 55, 78]. At the same time, professors emphasized the
importance of tracking all changes and retaining final approval
rights to ensure accuracy, reflecting a recurring tension also ob-
served in large-scale collaborative systems. In Wikipedia, for in-
stance, the balance between openness and quality control has been
identified as a central challenge [11, 37]. Building on these insights,
our design aims to encourage lab members’ participation in cu-
rating organizational memory while ensuring that professors can
maintain oversight and quality control.

Design Goal 4

DG4: Support members’ participation in curating organiza-
tional memory and ensure accuracy.

These design goals guided the design and implementation of
CHOIR, which we describe in the following section.

4 CHOIR: Chat-based Helper for Organizational
Intelligence Repository

Grounded in our formative study, we designed CHOIR to enable
students to obtain answers directly within Slack and to transform
everyday conversations into a maintained organizational mem-
ory. CHOIR integrates four features essential for intelligent knowl-
edge retrieval and documentation: Document-grounded Q&A,
Q&A Sharing for Follow-up Discussion, Knowledge Extrac-
tion from Conversation, and AI-assisted Document Update.
These features reflect the design goals identified in the formative
study, and the underlying implementation utilizes LLM-powered
multi-agents that update and access documents stored in GitHub
via GitHub and Slack API.

When a message is sent to CHOIR—either through a direct mes-
sage or by mentioning its handle (i.e., @CHOIR) in a channel any
channel that it is part of, the message will be classified as either
a question or an update request, corresponding to the two start
nodes shown in Figure 2. The four features in CHOIR can establish
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a feedback loop of how a question asked by a student can eventually
update the lab handbook. For example, the member who posed a
question may decide to share the question with their peers, and the
peers can answer the question, suggesting updating the document.
Finally, the manager will decide whether to apply updates. The flow
may also begin outside of Q&A, when a member or the manager
directly provides new knowledge to CHOIR. CHOIR’s four features
will be detailed in the remainder of this section, showing how each
aligns with a design goal (DG1–DG4).

4.1 Document-grounded Q&A with CHOIR
CHOIR allows lab members to ask a question to it and retrieve
information from the document in any Slack channel. When a
question is submitted, CHOIR answers by composing a response
grounded in those sources (DG2). Members can submit questions
to CHOIR either by sending a direct message or by mentioning it
in a Slack channel.

Internally, CHOIR retrieves topically relevant chunks and per-
forms generation conditioned on the member’s question and the
retrieved text. To avoid hallucination, CHOIR includes an answer-
ability guard: when the repository does not provide sufficient cov-
erage, CHOIR abstains from inventing an answer, surfaces related
passages with citations, and clarifies what information is available
(e.g., related sections or partial guidance). This makes documenta-
tion gaps visible for further update, and keeps replies aligned with
current documents.

Each Q&A exchange is posted with grounding and provenance so
that the questioner can quickly verify sources and decide whether
to continue the discussion. Figure 3 highlights four UI elements:
the member’s question ( A in Figure 3, submitted via direct mes-
sage in this example), CHOIR’s answer in the main message ( B
in Figure 3), and an evidence panel in the thread that lists the
specific chunks used with anchored links ( C in Figure 3). These
references encourage the questioner to check out the original doc-
uments available in a GitHub repository, thereby getting familiar
with the organizational memory.

If a question is asked in a public channel, all members can nat-
urally see the CHOIR’s answers, establishing a common ground
that supports further discussion or follow-up questions and thereby
facilitates communication among members (DG3).

After CHOIR provides a response, users are given the option
to continue the discussion with their peers if they have follow-up
questions, regardless of whether the original question was fully
answered. A private message that is only visible to the questioner
( D in Figure 3) provide two buttons with which the questioner can
choose either to post the Q&A exchange to the designated Q&A
channel for lab-wide follow-up or to send it privately to selected
peers or the manager via DM, creating a natural handoff to the next
feature.

4.2 Q&A Sharing for Follow-up Discussion
CHOIR encourages questioners to relay a question—whether an-
swered or unanswered— to a Slack channel or to a specific person
via a group chat, thereby encouraging communication among mem-
bers (DG3). After CHOIR posts an answer, the questioner sees a
share banner offering two options to share Q&A either in a public

channel (Green button in Figure 3- D ) or send a direct message
(“Ask in Private” D , Figure 3)) to a private group chat with selected
members, CHOIR, and the questioner.

Questioners can specify more options in one of two modal win-
dows shown in Figure 4. The Your Comment field (A in Figure 4)
allows the questioner to add context or a follow-up prompt. For the
“Ask in Private” option, the question asker can choose lab members
that they will share the question with using a People picker (D in
Figure 4), which is pre-populated with the manager by default but
can be edited to include any Slack members (e.g., senior Ph.D. stu-
dents). Privacy Options (B in Figure 4) enable anonymous sharing,
in which case CHOIR will replace the questioner’s name with “A
team member" when the message is shared in a Q&A channel to
stay anonymous. In addition, when anonymity is enabled in the
private-sharing modal, the questioner is also excluded from the
group chat conversation to preserve anonymity among recipients.
The preview panel ( C in Figure 4) shows exactly how the question
will be shared, either as a channel post or as an outgoing DM.

The full Q&A exchange will be shared as shown in the left half of
the Figure 5, and it appears as a message that includes the question
and CHOIR’s answer, along with the questioner’s comment and
profile image ( A in Figure 5). Other members or the manager can
then add follow-up comments ( B in Figure 5). The same posting
format also applies when the Q&A is shared in a private DM with
selected people via the "Ask in Private" modal. While answers are
posted in a public channel or if a questioner is part of the group
chat, the questioner can see how others responded to the relayed
question. If a message is shared anonymously in a private DM,
CHOIR forwards any follow-up replies to the original questioner
without revealing their identity. CHOIR is designed to encourage
Q&A sharing so that it supplements rather than replaces interper-
sonal communication in the lab, enabling members to collectively
answer questions. More importantly, when such discussions lead
to new or missing knowledge, Q&A sharing can provide the entry
point for the next feature, Knowledge Extraction from Conversation.

4.3 Knowledge Extraction from Conversation
CHOIR turns any Slack messages into a piece of reusable knowledge
from conversation (DG1), allowing any members to participate in
organizational memory maintenance(DG4). The follow-up discus-
sion after a Q&A exchange is shared is likely to have answers to the
question that the original questioner could not gain from CHOIR,
which may be worth documenting.

When any lab member sees new knowledge worth keeping, they
can summon CHOIR to request a documentation update by men-
tioning its handle, i.e., @CHOIR in a message (C in Figure 5). At
that point, CHOIR examines the previously shared Q&A together
with the conversation up to the mention, identifies documentable
content (filtering out personal or social chatter), and drafts a sug-
gested update ( D in Figure 5). The requester can then edit this draft
and press Suggest Update to forward it to the manager (E in Fig-
ure 5). CHOIR can be summoned anywhere in Slack. For example,
if a professor shared a writing tip as part of giving feedback to a stu-
dent, a professor can summon CHOIR to document the knowledge,
which is represented as a new start node in the bottom right corner
of Figure 2. This feature simplifies the document update process,
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Figure 2: A questioner may ask CHOIR and receive a document-grounded answer, optionally share the Q&A exchange for
broader discussion, and from these interactions, knowledge can be extracted and reviewed by the manager. Approved updates
are written back to the organizational memory repository, which also supplies sources for Q&A.

supporting DG1, by allowing any member to initiate updates and
refine the knowledge rather than placing the entire responsibility
on the manager. It lowers the barrier to documenting knowledge,
thereby facilitating all lab members’ participation in organizational
memory practices (DG4).

4.4 AI-assisted Document Update
This feature of AI-assisted update supports DG1 and DG4 in multi-
ple ways. Once any member suggests an update from the Knowl-
edge Extraction feature by pressing the “Suggest Update” button
in Figure 5- E , CHOIR delivers it to the manager as a Slack DM
message ( A in Figure 6) from CHOIR. The message presents the
proposed update together with the contributor’s name and pro-
file image, making the source and context explicit. At this stage,
the manager can edit the suggestion, start the update process, or
decline it, and these choices are visible not only in the DM but
also as a message in the original channel so that other members
are kept updated on how the update request is in progress. This
final approval step, which the manager can only handle, ensures

that only accurate information is documented, which is relevant to
DG4.

Once the manager starts the update process by pressing the
“Start Update Process” button, CHOIR will send follow-up messages
one step at a time, guiding the manager to access which file to
update, and how. First, the manager can select a target file from the
repository or create a new file if the knowledge does not fit into an
existing one ( B in Figure 6). If not selected, CHOIR will use the most
relevant file depending on the similarity of the suggested update
and document content. CHOIR then shows which file is selected and
the proposed change in a diff-style message with inline emphasis
on additions and removals. For each suggestion, the manager may
edit the content directly, apply the change to the document, skip
it to show the next relevant document — as there can be multiple
places to update in a document, or stop the review entirely ( C in
Figure 6). If the knowledge does not fit into an existing section,
the interface provides an option to create a new section through
a dedicated modal ( D in Figure 6). Applied updates—whether to
an existing file, a new file, or a new section—are written back to
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Figure 3: Document-grounded Q&A with CHOIR (DM example). Bob (questioner) asks CHOIR a question via direct message,
CHOIR returns a document-grounded answer, and the thread is opened to view cited references.

the repository, and CHOIR posts a message to the original channel
acknowledging that the update has been finished.

This feature implements DG1 by simplifying the document up-
date process and automating many of the steps involved: (1) recom-
mending where an update is needed, (2) proposing updated content
and checking for conflicts with existing material, and (3) committing
the changes at the point where new knowledge becomes available.
In this way, managers can update documents directly within the
flow of communication in Slack, without switching tools. While
CHOIR automates much of the update process, it also preserves flex-
ibility and managerial autonomy by allowing managers to edit the
proposed content or make changes directly on GitHub. For example,
if an update requires more than adding or revising text—such as
changing headings or reorganizing the structure—CHOIR provides
hyperlinks that open the file editor directly (“here” in D in Fig-
ure 6). Overall, this AI-assisted update feature enables managers to
keep documents up to date with minimal effort while retaining full
control over what becomes part of the organizational memory.

4.5 System Implementation
4.5.1 Architecture. CHOIR uses Slack as the front-end client where
members interact with the system. The backend server is built with
the JavaScript-based Slack Bolt2 framework on top of Express. In
this setup, the server acts as an HTTP service that receives events
from the Slack client as requests and returns messages as HTTP

2https://api.slack.com/bolt

responses. The server is also connected to the lab’s GitHub reposi-
tory through the GitHub REST API3, which serves as the canonical
backend store for documentation. All documents in the repository
are maintained in Markdown format, providing a lightweight and
widely supported format. This stack allows Slack to serve as the
entry point for everyday interactions, while GitHub provides per-
sistent storage and version control for organizational memory.

4.5.2 Knowledge Retrieval and Generation. For Q&A, CHOIR main-
tains an embedding index over the documentation repository and
performs retrieval-augmented generation conditioned on the user’s
question and the retrieved text. Input handling is implemented
through prompting: the LLM is instructed to decide whether an
incoming message should be treated as a Q&A query or an up-
date request. Responses to questions, knowledge extraction from
conversations, and documentation update drafts are all generated
via the OpenAI API. To protect privacy, user names are replaced
with pseudonyms before any message is sent to the API. The exact
prompts used for classification and generation are included in the
Appendix for transparency and reproducibility.

5 Field Study
To address RQ2, understanding how lab members engage with and
experience a chatbot-driven organizational memory system, we
conducted a month-long field deployment of CHOIR in the Slack

3https://docs.github.com/en/rest
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Figure 4: Two share modals in CHOIR. Left: "Share with Q&A" for posting a Q&A exchange to the designated channel. Right:
"Ask in Private" for sending the same exchange via DM; in this example, the questioner adds a follow-up, the manager is
pre-selected in the People picker, and anonymous sharing is enabled.

workspaces of four university research labs, including the authors’
own.

5.1 Study Design
To explore these questions, we conducted an exploratory field de-
ployment study that combined system usage logs with user inter-
views [25], enabling us to capture both behavioral patterns and
the reasoning behind user actions. We deployed CHOIR in active
research laboratories to observe usage and experiences within par-
ticipants’ real work environments [65]. This approach is particu-
larly appropriate given our research focus on understanding user
engagement and experience with a sociotechnical intervention in
organizational contexts, where authentic workplace dynamics are
crucial for meaningful insights.

5.2 Participants and Recruitment
We recruited university research lab directors through our social
media and from formative study participants who expressed interest
in the field study. Four lab directors initially agreed to participate;
however, one later declined full deployment due to concerns about
potential human-subject data leakage caused by human error. Upon
confirmation from the director, we advertised the study in their
slack worksapce and recruited the students from the lab, endorsed

by the lab director. In total, four research laboratories participated in
the user study, comprising 21 participants: three lab directors and 18
students. We refer to each unit and participant based on the labels as
specified in Table 1. Since our study was conducted in the Summer
of 2025, each lab had remote incoming graduate students joining
during this period, allowing us to observe newcomer experiences.

All participants provided informed consent for interviews, sys-
tem usage monitoring, and interaction log collection. The study
was approved by our institution’s IRB. As compensation, lab direc-
tors received $40 and students received $20 upon completing the
interviews.

5.3 Deployment Process
The field deployment occurred in two phases: onboarding and active
deployment.

5.3.1 Phase 1: Document Collection and Onboarding Sessions. Prior
to the deployment period, we collected existing lab documents and
conducted structured onboarding sessions with each participating
lab.
Document Collection: Before the lab director onboarding sessions,
we asked professors to share existing lab documents or materials
they wished to integrate with CHOIR. We specifically requested
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Figure 5: Example of knowledge extraction after a Q&A is shared. The Q&A exchange has been posted to the designated channel
(#qna) through the Share with Q&A modal. A colleague (Alice) adds a follow-up comment and then mentions CHOIR to request
an update, prompting CHOIR to extract documentable knowledge from the conversation.

Figure 6: Manager-facing document update workflow in CHOIR. Left: a member’s suggestion (from Alice) arrives as a Slack
DM with attribution and a link to the original discussion. Right: after starting the update process, the manager reviews the
proposed change in context and decides how to incorporate it into the documentation.

only documents that could be made publicly available. D1 and D3
did not have any documents to start with, while D2 had a 1,650-
word-long document that explained the lab director’s mentoring
plan. To avoid a cold-start problem, we generated some documents
based on information from each lab’s website and the graduate

handbook that each university has, which included requirements,
milestones, and timelines for graduate students. The research team
converted these documents into markdown format, uploaded them
to a public GitHub repository for each lab, and granted lab directors
write access and students read access.
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Table 1: Participants in the field study: each lab’s director and members, including newcomer status.

Lab #. Department (Research Area) Lab Age Label (Gender) Status
L1 Computer Science 4 yrs D1 (M) Director

(Software Engineering) S1-1 (F) New student
S1-2 (F) Existing student
S1-3 (M) Existing student
S1-4 (M) Existing student

L2 Computer Science 4 yrs D2 (F) Director
(Human-Computer Interaction) S2-1 (M) New student

S2-2 (M) New student
S2-3 (F) Existing student
S2-4 (M) Existing student
S2-5 (F) Existing student

L3 Industrial Eng. 4 yrs D3 (F) Director
(Physical Ergonomics) S3-1 (M) New student

S3-2 (F) New student
S3-3 (F) Existing student
S3-4 (F) Existing student
S3-5 (M) Existing student

L4 Computer Science 7 yrs D4 (M) Director (Author)
(Human-Computer Interaction) S4-1 (M) Existing student

S4-2 (M) Existing student
S4-3 (M) Existing student
S4-4 (F) Existing student

Lab Director Onboarding Sessions (45–60 minutes) were conducted
via Zoom with lab directors only. These sessions covered CHOIR’s
knowledge management capabilities, administrative features, the
GitHub repository structure, and manager approval workflows for
document updates.
Student Onboarding Sessions (45–60 minutes) were also conducted
via Zoom to accommodate as many participants as possible. These
sessions focused on CHOIR’s question-answering functionality,
conversation facilitation features, and integration with the existing
Slack workspace. Both onboarding sessions included: (1) a sys-
tem demonstration with examples drawn from typical lab envi-
ronments, (2) hands-on practice with key features, and (3) a brief
semi-structured interview.

5.3.2 Phase 2: Active Deployment. Following onboarding, CHOIR
was deployed as a Slack App within each lab’s existing workspace.
Participants were registered as authorized users with two distinct
roles: lab directors served as managers with document approval
access, while students operated as CHOIR users. Participant pri-
vacy was safeguarded through strict data collection protocols and
automatic anonymization processes of personally identifiable in-
formation in compliance with FERPA requirements. When eligible
messages were sent to external language models (OpenAI API), all
usernames were replaced with pseudonyms, and responses were
de-anonymized before delivery to users.

5.4 Data Collection
We collected two types of data during the one-month field deploy-
ment (Summer 2025).

5.4.1 System Interaction Logs. We collected interaction data within
the CHOIR application, including message exchanges with CHOIR,
feature usage patterns, button clicks, and document update activi-
ties recorded both in CHOIR and on GitHub. To protect participant
privacy, messages were transferred to our servers or the OpenAI
API only in three cases: (1) direct messages sent to CHOIR, (2) mes-
sages that mentioned CHOIR, and (3) the ten most recent messages
when CHOIR was mentioned for knowledge extraction. We tracked
usage metrics such as frequency and timing of CHOIR interactions
per user, types of questions asked, conversation thread lengths,
manager approval rates for suggested updates, and user feedback
actions.

5.4.2 Log-Informed Semi-Structured Interviews. Following the de-
ployment period, we conducted semi-structured interviews with
each lab director and with students who had used CHOIR at least
once. Rather than treating logs and interviews as separate data
sources, we used individual usage patterns from the logs as prompts
during interviews, enabling participants to explain their reasoning
and experiences. This approach allowed us to understand not only
what users did, but also why they made particular choices and how
they experienced the system.
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5.5 Data Analysis
We analyzed system interaction logs to first generate descriptive
statistics of usage patterns of each lab and identify individual usage
patterns, including feature adoption, engagement trends, and work-
flow progress rates. These patterns also served as the foundation
for personalized interview discussions, allowing us to explore the
reasoning behind specific user behaviors.

Transcripts from post-deployment log-informed interviews were
analyzed using reflexive thematic analysis [16]. Two researchers
independently coded a subset of transcripts to establish themes,
then collaboratively developed a coding framework applied to all
interviews. Key themes focused on how participants used CHOIR
for organizational memory, the barriers they faced, and their sug-
gestions for improvement. We also compared interview themes
with patterns in the system logs to understand not only what par-
ticipants did, but also why they made particular choices and how
they experienced the system.

6 Field Study Results
Overall, CHOIR successfully supported knowledge retrieval and
updates to organizational memory during the study period, while
also revealing nuanced challenges and opportunities for chatbot-
mediated knowledge management systems, which we present be-
low.

6.1 Q&A Interactions with CHOIR
6.1.1 “I Consider CHOIR as a Senior in the Lab. ”

During the one-month field study, participants submitted a total
of 107 questions to CHOIR through both direct messages and public
channels. Of these queries, 45 (42%) were successfully answered
using the connected lab documentation, while CHOIR could not
answer the remaining questions and revealed gaps in the existing
knowledge base. Participants valued CHOIR’s effectiveness and
reliability, with S2-1 noting that “it de�nitely improved the speed
of retrieving the information compared to me reading through the
document or searching online.” S4-2 emphasized the system’s accu-
racy: “if I asked a question and if it was there, you know, it would
always give me a right answer or like summary of the documents.” D1
appreciated the quality of responses: “I think in general the answers
were pretty good. When the response or when the like data was there,
further details were there.”

Beyond its functional utility, deploying CHOIR in the social
context of Slack led participants to perceive and interact with it as
if it occupied familiar social roles. S1-3 conceptualized CHOIR as
a knowledgeable lab member: “I can go to the CHOIR to ask him,
con�rm the question[...] I consider CHOIR as a senior in the lab.” This
perspective was shared by S4-2, who viewed CHOIR “more like
a librarian. A library librarian tells you what’s in the library and
not if it’s not there.” These metaphors reflected how participants
made sense of CHOIR’s role within their lab ecosystem, framing its
consistent availability and non-judgmental responses in terms that
helped them integrate AI assistance into their daily lab interactions.
When prompted, all lab members expressed a desire to keep CHOIR,
and the app remains active at the time of submission.

Figure 7: Distribution of questions asked to CHOIR across
four research labs during the one-month field study. The
graph shows the number of questions submitted through
public channels versus direct messages (DM), broken down
by students (blue) and lab directors (green). L1 shows a dis-
tinctive pattern with predominantly public channel usage,
while L2, L3, and L4 primarily used private DMs for Q&A
interactions.

6.1.2 How Lab Culture Shapes �estion Asking. One notable pat-
tern that we found from L1, as shown in Figure 7, was that most of
the questioners asked CHOIR in a public channel instead of via DM,
contrasting sharply with the other three labs. L1 students asked 21
questions publicly compared to only 5 private messages. Students’
motivation to ask public questions stemmed from altruistic and
supportive attitudes to help others. S1-3 explained: “I think it can
share to everybody about the answer[...] everybody can just check
the Slack and see.” This visibility allowed students who had similar
questions to benefit from others’ queries without needing to ask
again. Some students also used CHOIR to support their lab. S1-4
stated, “I mostly used it to help [D1]. Add stu� that wasn’t already
there.” The public nature of these interactions enabled collective
awareness and knowledge sharing and also served as a catalyst
for documentation improvements, with multiple students explicitly
using CHOIR to identify gaps in the handbook.

This distinctive use of public Q&A perhaps stemmed from their
altruistic and supportive lab culture. When D1 was asked to specu-
late why this pattern showed, he mentioned “I think all the students
get along pretty well[...] more comfortable with public questions and
not being afraid to ask questions.” This comfort level was echoed
by students, with S1-2 noting, “Our lab atmosphere is pretty good.
We know each other well, so I don’t feel those kinds of questions can-
not be asked publicly.” This mutual trust and familiarity created an
environment where both directors and students felt comfortable
sharing their uncertainties publicly, fostering a collaborative learn-
ing atmosphere. This collaborative approach resulted in D1 making
more frequent updates than any other labs (Table 2), as questions
surfaced with missing information that needed to be added.

In sharp contrast to L1, Figure 7 shows that L2, L3, and L4 pre-
dominantly used private messages. These participants sought a
safe space to ask questions while avoiding the potential negative
impression they may have from the question. S2-2 expressed, “I’m
just afraid that my question could be like, could be dumb questions.
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So I just asked it �rst through DM because it’s more private.” Partic-
ipants also avoided public channels to prevent burdening others
with potentially trivial questions, with S4-2 noting: “when I don’t
want to bother others,” This sentiment was shared by lab directors.

6.1.3 Directors’ Personal Assistant to Convey Knowledge. While we
did not expect lab directors to ask CHOIR questions beyond testing,
lab directors repurposed CHOIR to communicate information to
students. Directors Q&A to CHOIR showed different approaches to
alternative usage patterns. D1 used public Q&A primarily as an ac-
knowledgment about documentation updates: “after I updated and
asked the question, see if the response is correct. Also, maybe kind of to
highlight to whoever asked the question that it is updated now.” This
approach transformed CHOIR into a broadcasting system, allowing
D1 to signal to students that their previously unanswered ques-
tions had been addressed through documentation improvements.
Similarly, D3 asked CHOIR a question once in a public channel to
proactively share important information by asking questions such
as “Can you tell how CITI training can be completed?” immediately
after asking new students to take the CITI Training, to give them
detailed instructions on which courses they needed to take. These
cases demonstrate how lab directors leverage CHOIR as an assistant
to acknowledge updates or disseminate information rather than
simply seeking answers.

6.2 Knowledge Sharing Through Q&A
6.2.1 Q&A Sharing for Collecting Answers as well as �estions.
CHOIR’s Share Q&A feature enabled users to share their questions
and CHOIR’s responses with others, either in the designated Q&A
channel or through private messages. Of the 95 questions asked
by students, only 11 were shared (L1: 1, L2: 4, L3: 3, and L4: 3
with 1 shared privately with a director). Students appreciated the
Sharing Q&A feature for being able to understand the context of
someone’s question, as S2-3 noted “ I also like when it’s like sending
the questions in the channel, like it’s also including what it had. So
when we like, try to give our answers, we also have some reference
to refer to.” In the meantime, L1’s distinct pattern of public Q&A
practice introduced in Section 6.1.2 effectively replaced the Share
Q&A feature as most questions and answers were already visible
to all students in L1 through their public interaction style.

Lab directors particularly appreciated the centralized Q&A chan-
nel for its organizational benefits. D2 valued the dedicated space
for continuous interaction: “I like the Q&A channel. So it’s like those
that’s for people to ask questions and I can answer them. I think I
would like to keep like Q&A channel [...] If people have questions,
they can ask them there.” D3 emphasized the channel’s role in man-
aging communication flow: “I think having this channel can kind of
centralize all those messages in one place, so I like it.” While Q&A
sharing was primarily designed for getting answers for unanswered
questions, it supported DG3 in a way that we did not anticipate.
Overall, deploying CHOIR in these labs encouraged and fostered
the culture of sharing knowledge through Q&A using various chan-
nels: plan Slack communication, asking CHOIR in a public channel,
and sharing the Q&A feature, successfully supporting our goal of
facilitating interpersonal communication (DG3).

6.2.2 Having a Safe Space to Ask and Discuss. Beyond these pat-
terns, CHOIR provided a safe channel for students to ask questions
anonymously, even when the contained anonymity came from the
small scale of the participants. Notably, more than half of the shared
questions (6/11) were posted anonymously, indicating users’ desire
for privacy even when seeking broader input, which could have
kept them from sharing it if it were not anonymous. S3-1 explained
their use of anonymity: “maybe thinking the question is kind of stupid
question[...] if some senior student may think, okay, this question,
maybe I’m supposed to know it, maybe it’s in the graduate manual,
but I just didn’t read it. If I ask people going to think I’m stupid and
lazy.” Participants also cited finance- or budget-related topics as hy-
pothetical examples that might warrant anonymous sharing, with
S2-2 noting, “sometimes I don’t want to reveal myself because I know
there are some sensitive information like �nance or budget.” One such
example involved a new Ph.D. student anonymously asking their
peers when they would receive their first stipend—an important
question that could have been awkward to pose to an advisor, who
might not know the answer, and one the student might not feel
comfortable asking of any peers.

Students had an additional motivation to share a question using
CHOIR as a way to initiate discussions on topics where people
might hold different opinions. Rather than seeking definite answers,
participants shared questions to collaboratively explore a topic (e.g.,
‘How many papers are needed to graduate?’), rather than expecting
to get a definite answer. S2-2 stated, “I just want to see like how
others think about the topic,” and S4-4 sought “some suggestions from
di�erent people, their personal suggestions instead of an article.” These
examples demonstrate how CHOIR created a space for students to
exchange perspectives and engage in open-ended conversations
that they did not necessarily think should be documented in the
organizational memory.

6.2.3 �estion Sharing Complements, not Block, Interpersonal Com-
munication. Despite the availability of sharing features, the vast
majority of questions (86 out of 95) remained unshared, raising
questions about both social and practical barriers to collaborative
question and knowledge sharing. Instead, students chose to com-
municate directly with peers instead of CHOIR-mediated sharing.
S3-3 explained, “the most straight path for me was to just ask D3
in a direct message, rather than using CHOIR as, like a middleman.”
Similarly, S2-3 reported, “I didn’t ask it anonymously in the Q&A
channel because I know if there is someone who could answer my
question, then it would be a speci�c senior PhD student, and I would
probably just go to them and ask them directly.” Overall, the limited
activity of Q&A sharing was not necessarily due to barriers or fear;
rather, students often chose traditional modes of communication
to obtain answers more directly.

6.2.4 When �estions Stay Hidden: Barriers to Director Awareness.
The limited activity in Sharing Q&A created a significant awareness
gap for lab directors, particularly those in L2 and L3, who had lim-
ited visibility into what questions students were asking and which
gaps existed in their documentation. During post-study interviews,
in general, D2 and D3 wondered if anyone really used CHOIR, al-
though the students were actively asking questions about it behind
the scenes, which came to their surprise when we presented the
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statistics. D3 reflected on this limitation: “I didn’t receive any re-
quest [to answer questions] directly [...] I also don’t know what kind
of questions they’ve asked.” While we anticipated that the Sharing
Q&A feature would raise awareness of gaps in the documentation,
students’ preference for direct communication limited the lab direc-
tors’ view on what students want to know and CHOIR do not know.
D2 recognized the value of knowing student questions: “it might be
helpful for me to know what questions are asked so that I know what
they are confused about [...] if I don’t know what they are confused
about, then there’s nothing I can do to clarify the confusion.” This lack
of visibility prevented directors from identifying knowledge gaps,
which is crucial for understanding student confusion, or updating
documentation proactively. In contrast, L1’s culture of public Q&A
provided natural visibility into student needs and documentation
gaps, enabling more responsive documentation maintenance.

6.3 Knowledge Extraction and Document
Update Practices

6.3.1 Perceived Value of Document Update via CHOIR. Participants
recognized significant value in collaborative documentation, partic-
ularly appreciating the potential for preserving and sharing knowl-
edge within research labs. The organizational value of maintaining
documentation was widely acknowledged, with D1, who did not
have any organizational memory beforehand, expressing satisfac-
tion: “the documents. I’m very satis�ed [...] I think it’ll continue to
live on and continue to be updated even after the study.” D2 empha-
sized the importance of capturing firsthand student experiences:
“because they have �rsthand information [...] if they don’t document
this, then the next person would have to �gure it out by themselves
again.” Students also appreciated the value of documentation, with
S4-1 noting that “documentation is good. And another kind of docu-
mentation is all of our Slack messages. And it really sucks that those
go away after three months or whatever. Because I feel like there’s
actually a lot of organizational knowledge that is embedded within.”

Directors particularly valued the AI-assisted update workflow,
which reduced the effort required for documentation maintenance.
D3 appreciated CHOIR’s editing suggestions: “CHOIR suggested
me a sort of edit, which I liked [...] I don’t have to spend a lot of
time crafting.” D2 found the process straightforward, noting, “I just
click add and I think it asks me to select a document.” All directors
who either received update requests from students or initiated
updates themselves successfully incorporated them into the lab
documentation, demonstrating the effectiveness of the workflow
when participants chose to engage.

6.3.2 Directors’ Update Practices and Member Engagement. Dur-
ing the study, lab directors exhibited varying update patterns, as
summarized in Table 2. D3’s only knowledge extraction attempt
was made to update the document in a direct message with CHOIR.
On the other hand, D2 proactively used CHOIR’s knowledge ex-
traction four times, completing four varying types of document up-
dates. Two document updates originated from private Q&A sessions
where S2-2 shared questions privately, prompting D2 to provide
direct answers and mention CHOIR to trigger knowledge extrac-
tion. Another extraction occurred when S2-3 and S2-5 shared their
experiences in response to an anonymous question shared in a

channel, leading D2 to mention CHOIR to capture students’ an-
swers into the document. The fourth extraction involved a more
complex collaborative process where D2 initially provided an an-
swer while mentioning senior students to supplement the answer
with additional information; when S2-3 subsequently provided the
requested information via message, D2 mentioned CHOIR again
to extract and document this enhanced response. This variety of
cases exemplified how professors can leverage the collaborative
and communicative nature of the workspace for documentation
updates even when they lack hands-on knowledge in specific areas.

Beyond these expected uses, others also actively updated docu-
ments through the document editor available in GitHub. D4, one
of the authors, showed a balanced approach, using both direct up-
dates (7 commits) and CHOIR-assisted updates (6 commits) to main-
tain their documentation. D1 performed updates outside CHOIR
through GitHub after identifying gaps via public Q&A, resulting
in the highest volume of documentation changes with 19 commits
across 5 files and 1,153 words added. When asked why he directly
edited, D1 explained, “Probably just out of convenience. It was eas-
ier. Or maybe I was just more familiar with pulling up the repo and
making a change directly.” Given that he started with nearly empty
documents, he would not have faced the burden of locating specific
sections to update, as someone managing a longer document might
have.

6.3.3 Barriers to Student Contributions in Documentation. Although
some students contributed to the knowledge when their lab direc-
tor specifically requested, as in D2’s case above, students did not
actively engage in initiating document updates; only three partic-
ipants (S2-2, S2-3, S3-2) attempted to use the feature, all through
private messages. These three members initiated a total of five up-
dates during the study period. Although we expected students to
request updates through the public Q&A channel, they primarily
discovered documentation gaps during private Q&A with CHOIR,
providing corrections based on their own knowledge before propos-
ing updates to directors. For example, S3-2 noted, “I was asking
about which courses to take, and CHOIR talked about the two required
courses, but the course code was incorrect [...] And so I just updated it.”
This pattern validated the feasibility of CHOIR in enabling students
to contribute to documentation.

Despite recognizing its value, students’ participation in docu-
menting updates remained limited due to several concerns. Knowledge-
related concerns emerged as the primary obstacle. A lack of confi-
dence in providing correct and accurate answers was a central issue,
with S3-3 worrying about the permanence of contributions: “if I
answered that question that would stay in the database forever [...] if
it was wrong, then it would mislead all the students.” S2-3 expressed
a similar hesitation: “sometimes I’m not sure about the answer[...] the
wrong message would be there for some time and it might mislead.”

Students’ limited understanding also prevented them from gen-
eralizing personal experiences into knowledge useful for every-
one, posing another challenge. Participants reported that not all
knowledge was suitable for general documentation. S3-4 explained,
“especially regarding the funding sources, some things are not generic,
they can be very speci�c to someone.” At the stage of design, we
believed that DG4 would be supported by having professors act as
gatekeepers of how knowledge is documented in organizational
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Table 2: Documentation update patterns across research labs during the one-month field study, showing commits, files modified,
and word changes for both direct GitHub updates and CHOIR-assisted updates.

Lab #. Update Method Commits Files Words Added Words Deleted

L1 Direct Update 19 5 1153 63
CHOIR 0 0 0 0

L2 Direct Update 1 1 1 1
CHOIR 4 1 261 0

L3 Direct Update 0 0 0 0
CHOIR 1 1 109 1

L4 Direct Update 7 2 122 29
CHOIR 6 2 348 2

Subtotal Direct Update 27 8 1276 93
CHOIR 11 4 718 3

Total – 38 12 1994 96

memory. However, our findings indicate that students’ psychologi-
cal barriers can be a larger issue that sheds lights on the need to
foster a culture where documentation is viewed as a collective and
welcoming practice rather than an individual risk.

6.4 Participant Suggestions for Improvement
Throughout the study, participants identified limitations in CHOIR’s
capabilities and offered suggestions for improvement based on
their experiences. These recommendations revealed both imme-
diate needs and longer-term visions for AI-mediated knowledge
management in research labs.

6.4.1 Manager Awareness and Communication. For lab directors,
the predominance of private Q&A created a particularly problematic
awareness gap as stated in Section 6.2.4. To address this critical gap,
participants suggested several solutions for improving manager
awareness while preserving student privacy. Participants suggested
that students’ questions be aggregated for periodic high-level sum-
maries. S2-4 proposed to “take all of them, strip the metadata, and
then have a nice summary of the key points and send that as a weekly
update to the professor.” The need for users’ option to opt out from
being reported was also suggested, with S3-4 emphasizing that
“there should be an option. If we want to send the question to the
advisor or not.” These suggestions reflected a nuanced reluctnace
that they have for contributing to the organizaionl memory and
preserving student autonomy and privacy.

6.4.2 Expanding Knowledge Base Access. Participants expressed
frustration with CHOIR’s limitation to internal documentation—a
constraint stemming less from the system itself than from the lim-
ited content available in the repository—and suggested multiple av-
enues for expanding its knowledge sources. For external resources,
D3 noted that “it would be better that we can search relevant in-
formation from other sources,” while S3-3 proposed that “if it can
access some websites or other miscellaneous web pages or some fo-
rums, maybe it would be more helpful.” Integration with internal
resources was considered equally important, with S2-5 expressing
strong interest in “access to the Google Docs. I think in our group,

the advisor mentioned everything in the Google docs.” Beyond docu-
ments, participants envisioned CHOIR as a bridge across labs and
expertise sources. Cross-lab knowledge sharing emerged as particu-
larly valuable, with D2 expressing interest in seeing “what questions
students ask[...] if the answers are shareable, I would like to see their
answers too.” Similarly, S2-5 suggested leveraging other labs’ expe-
riences: “if there are datas of other lab policies[...] CHOIR could give
suggestions on what is missing in our lab policy and elicit discussions.”
These suggestions point toward a more interconnected knowledge
ecosystem—one that bridges internal and external resources, inte-
grates documents and people, and extends across different research
groups.

6.4.3 Context-Aware and Personalized Support. Participants imag-
ined a system that could adapt to different contexts and individ-
ual needs rather than providing one-size-fits-all responses. For
situation-specific guidance, S3-3 suggested differentiated support:
‘̀textitif there can be a process where there are some situations
created, for first-year or second-year PhD students, then maybe
there can be some other ways to update that information.” S3-4
emphasized the need for flexibility: “there should be some �exibility
in just being able to add our own situation right now, I think that is
missing[...] whatever I will write, it will just be more generic. That
will apply to everyone, which is not true.” These reflections high-
lighted participants’ recognition that research lab contexts vary
significantly depending on factors such as career stage, research
area, and individual circumstances. Providing personalized answers
was expected to enhance CHOIR’s usefulness, pointing to the need
for detailed, contextualized, and case-based content—beyond the
lab’s formal policies in the repository.

7 Discussion
In this section, we reflect on our findings to understand the broader
implications for designing AI-mediated organizational memory
systems. Our field study revealed several key tensions and opportu-
nities that extend beyond the specific technical features of CHOIR
to more fundamental questions about how knowledge management
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systems can effectively support collaborative work in research or-
ganizations.

7.1 Privacy-Awareness Tension in
Organizational Memory Systems

Our findings revealed a fundamental tension between students’
privacy preferences and managers’ need for awareness in orga-
nizational memory systems. Because the majority of Q&A took
place through direct messages to CHOIR without being shared, lab
directors had limited visibility into knowledge gaps in the docu-
mentation. Directors expressed both their willingness and desire
to update information that their students could not access through
interactions with CHOIR. This challenge reflects a broader issue in
collaborative work: maintaining awareness of individual and group
activities is essential for successful collaboration [28, 75], yet our
study shows that AI-mediated knowledge retrieval can suffer from
the same limitation.

This privacy-awareness tension stems from what communication
researchers have identified as the fundamental trade-off between
psychological safety and organizational transparency. Students’ be-
haviors—seeking private channels to avoid judgment and protecting
others from perceived disruption—represent manifestations of psy-
chological safety-seeking in hierarchical organizations. Research
has consistently demonstrated that anonymous communication re-
duces social pressure and enables more honest self-expression, par-
ticularly when interacting with authority figures [22, 73]. However,
this creates what organizational behavior scholars have identified
as a fundamental paradox: while privacy enables honest participa-
tion, complete transparency can also discourage participation by
making members feel overly monitored [13].

These findings suggest that future organizational memory sys-
tems must balance individual privacy with the members’ benefit
coming from reinforced organizational memory. Our participants
suggested privacy-preserving awareness mechanisms, one of which
is to periodically report questions at high levels, which would in-
form managers about question patterns without compromising
individual privacy. Given the students’ preference for direction
communication over CHOIR-mediated communication, this alter-
native can be more effective for lab directors to be aware of the
gaps in organizational memory. This approach preserves student
autonomy while providing managers with actionable insights about
knowledge gaps and documentation needs.

7.2 Expanding the Perceived Boundary of
Documentable Knowledge

Our study revealed a significant gap between the knowledge that lab
members possessed and what they felt was appropriate to document.
Many participants hesitated to share context-specific experiences
that may be generalizable and beneficial to their peers. This reluc-
tance appears to stem from an implicit expectation that documenta-
tion should be universal, authoritative, and permanent—creating a
high bar for contribution that excludes valuable experiential knowl-
edge and partial solutions. As an alternative, participants also rec-
ognized significant value in case-based information and partial

policies that could provide personalized guidance even when com-
prehensive documentation was unavailable. This challenge is well-
studied: from early work on organizational memory systems [24]
to research on knowledge sharing barriers [2], studies have consis-
tently identified the difficulty of capturing informal knowledge due
to cultural and technical barriers toward outcome-focused docu-
mentation. As a result, much valuable knowledge remains trapped
in individual experience rather than being shared with future lab
members.

To address this limitation, we propose a more expansive model of
organizational memory that embraces contextual knowledge along-
side formal policies. Future systems should support lightweight
contribution mechanisms that allow members to share experiences,
partial solutions, and case-based knowledge without the burden
of creating universally applicable documentation. Furthermore,
systems can provide guided pathways that help users navigate be-
tween formal documentation and informal human expertise when
contributing knowledge. This concept aligns with early systems
like Answer Garden [5]. In addition, establishing common ground
between lab directors and students, and fostering a welcoming en-
vironment even when the knowledge is canonical, may encourage
students to contribute—an aspect that was not captured in our field
study.

7.3 AI Agents as Mediator in Organizations
While recent research has demonstrated significant declines in
human participation following AI introduction in knowledge com-
munities [17], our findings demonstrate how AI-based chatbots can
lead to markedly different outcomes for social dynamics within or-
ganizations. Rather than replacing human communication, CHOIR
served as an intermediary that facilitated and preserved subsequent
human interactions. Evidence for this facilitative effect was partic-
ularly strong in L1, where public Q&A usage corresponded with
increased documentation activity, collaborative knowledge iden-
tification, and peer learning. Students explicitly used CHOIR to
help identify missing documentation for their director, demonstrat-
ing how AI-mediated knowledge work can complement human
collaboration.

These findings suggest an alternative to common framings of AI
as either an assistant or a replacement for the human workforce. Our
results point toward a model where AI serves as a facilitator that
creates multiple channels for more effective human communication.
This perspective aligns with prior work exploring conversational
agents in collaborative settings [44, 69]. In our study, CHOIR re-
duced social barriers (through anonymity options), provided shared
reference points for discussion (through document grounding), and
surfaced implicit knowledge needs (through gap identification).
The design implications extend beyond simple automation to con-
sider how AI systems can actively foster human connection and
collaboration.

7.4 Knowledge Access across Organizations
While our study focused on individual research labs, participants’
needs frequently extended beyond their immediate organizational
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boundaries. Participants expressed frustration with CHOIR’s lim-
ited access to external resources (e.g., a webpage on their depart-
ment website) and desired connections to higher-level institutional
documentation. This reflects a fundamental mismatch: users nat-
urally seek knowledge at multiple levels and across the organiza-
tion. Research on online communities demonstrates the value of
such cross-organizational knowledge sharing, showing how similar
governance structures across communities can provide valuable
resources for new organizations lacking documentation [18, 19, 32].
This challenge would reflect the complexity found in other types of
organizations, such as companies with many specialized teams per-
forming different functions. Recent work on modular knowledge
architectures offers promising technical approaches [87]. While
such approaches primarily address retrieval challenges, they point
toward architectures that could support the complex permission
structures, review workflows, and cross-boundary access patterns
that hierarchical organizations require.

7.5 Limitations
Our study has several limitations that may impact the generaliz-
ability of the findings. First, our field deployment involved a rela-
tively small sample of participants (21 total) across four university
research labs, all from STEM fields with high technical literacy.
This limits generalizability to organizations with different techni-
cal backgrounds, hierarchical structures, or cultural norms around
knowledge sharing. Second, the one-month deployment period was
sufficient for observing initial adoption patterns but insufficient for
evaluating the longer-term effectiveness of organizational memory
systems. Our study focused on discovering potential effects rather
than proving sustained efficacy. Third, conducting the study during
the summer when lab activities were less active than usual may not
reflect typical year-round organizational memory practices.
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